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ABSTRACT

The Super Cryogenic Dark Matter Search (SuperCDMS) experiment aims to directly detect Weakly

Interacting Massive Particles (WIMPs), a promising dark matter candidate. For this experiment, improving

resolution in position and energy is essential for event reconstructions due to the lack of precise position

information. This report proposed an ensemble model that integrates a Convolutional Neural Network

(CNN), a Long Short-Term Memory network (LSTM), and a Fully Connected Network (FCN) to improve

the position and energy resolution. We found that the ensemble model performs best when training

on the simulated mono-energetic data from Full Detector Monte Carlo (DMC) simulation, achieving a

standard deviation in residual of 0.65 mm for the X position, 0.71 mm for the Y position, 3.68 mm for Z

position. We cannot improve energy resolution from this study due to the limitations of our dataset.

1 Introduction

Many lines of investigation suggest the existence of dark matter in our universe1–3. Detection of dark

matter offers the possibility of constructing a more complete picture for our understanding of the universe

and finding new physics beyond the standard model of particle physics4. As a result, many experiments

are designed to detect dark matter directly. The Super Cryogenic Dark Matter Search (SuperCDMS) ex-

periment5 is one of these experiments that aims to detect Weakly Interacting Massive Particles (WIMPs)6,

one of the most promising candidates for dark matter, by searching for the recoil of nuclei interacting

with dark matter. The dominant background sources of this experiment are gamma rays from 222Rn and
40K decays, beta decays from 32Si, and soft x-ray emissions from 210Pb5. As these background events

increase the difficulty of distinguishing WIMP events, there is a growing need to improve our analysis

techniques. The primary concern in event reconstruction is the lack of detailed position information in the



SuperCDMS data, which compromises the energy resolution of the nuclear recoils. Hence, this study aims

to improve the position and energy resolution.

In recent years, deep learning has been widely used in multiple disciplines and has affected our

day-to-day lives more than ever before7–9. Within the field of experimental High Energy Physics (HEP),

many researchers have begun using deep learning techniques as a tool for analyzing vast amounts of

data10–12. One of the primary goals when using deep neural networks (DNN) for data analysis is to

improve resolution in position and energy for event reconstruction, which suggests the potential of us

applying deep learning techniques to analyze data from the SuperCDMS experiment.

In this work, we proposed an ensemble neural network (ENN)13 that leverages the power of convolu-

tional neural networks (CNN), long short-term memory networks (LSTM), and fully connected networks

(FCN) for improving position and energy resolutions. We trained our model on two different datasets

generated by Detector Monte Carlo (DMC) simulation to evaluate the model performance in predicting

the position and energy of charge deposition in the HV 100 mm detector of SuperCDMS. This paper

is structured as follows: we briefly discuss the SuperCDMS experiment, deep learning, and ensemble

model. In the Related Works section, we give an overview of deep learning applications in HEP. After

discussing related works, we present the method of our study. Finally, we discuss the training results and

point out possible directions for future work. The Appendix documented the preliminary study and work

we completed before training an ENN to improve position and energy resolution using the Full and Fast

DMC data. We also include the GitHub link to the ENN code and the baseline models’ training results in

the Appendix for interested readers.

2 Background

2.1 SuperCDMS Experiment at SNOLAB

The current SuperCDMS experiment5 located around 2 km below ground at SNOLAB, which is the

successor experiment to the SuperCDMS experiment located at Soudan14. In the current experiment,

there are two types of detectors made of cylindrical germanium (Ge) and silicon (Si) crystals. The Ge

crystals weigh 1.39 kg each, while the Si crystals are around 0.61 kg each. The two types of detec-

tors are called the iZIP and HV detectors; both have a total of 12 channels and a dimension of 100
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mm in diameter and 33.3 mm in thickness. However, the channel layouts and the functionality of the

two are different. From Fig.1, we can see the channel layout for the HV detector (top) and the iZIP

detector (bottom). The bottom side for both detector types is rotated 60 degrees with respect to the top side.

Figure 1. The layout of 12 phonon channels of the two detectors with an HV detector at the top and an
iZIP detector at the bottom. This �gure is from the SuperCDMS SNOLAB paper5.

The iZIP detectors have phonon sensors and electrodes, which allow them to detect ionization. This

ionization information is vital for distinguishing electron recoils (ERs) induced by beta or gamma rays and

nuclear recoils (NRs) induced by dark matter and backgrounds such as neutrons. Depending on the crystals,

these detectors operate with a voltage bias of around 3 to 4 volts. As previously mentioned, we generated

events for the HV detector in this study using DMC simulation, so we focus the rest of this paragraph

on explaining the features of HV detectors. The HV detectors have phonon sensors and can provide

phonon-based position information, which is helpful in background rejections and event reconstructions.

It can operate at a voltage bias of around 100 volts, which allows it to utilize the Neganov-Tro�mov-Luke

(NTL) effect15 to amplify phonon signals by work done by the electric �eld on the charge carriers as they

traverse through the detector. Therefore, the HV detectors can reduce the threshold for recoil energy and

amplify the phonon signals. Due to the low recoil energy threshold, it is sensitive towards lower-mass

dark matter in the sub-GeV mass range.
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2.2 Deep Learning

Deep learning has been gaining attention over the last decades. Compared to conventional machine

learning algorithms, which are often limited when tasked to extract patterns from raw data, deep learning

algorithms are proven to perform over machine learning in areas such as natural language processing

and image recognition and apply to many scienti�c domains16. It is also pro�cient at learning complex

patterns from large volumes of data17. Deep learning models (neural networks) mimic the function of the

human brain when learning patterns; they consist of units called neurons, which are grouped by hidden

layers. There are also the input and output layers before and after the hidden layers. The input layer takes

in the dataset, and the output layer outputs the model's predictions or classi�cations for desired targets.

Suppose the input vector x is of size n; for the �rst hidden layer (L1), the layer's output is:

L1 = f (W1x+ b1) (1)

where f is an activation function,W1 is the weight matrix andb1 is the bias vector of the initial hidden layer.

Output for the following hidden layers (Li ; i = 2; :::;N) are:

Li = f (WiLi� 1 + bi) (2)

where N is the total number of hidden layers for a given neural network,Li� 1 represents the output from

the previously hidden layer,Wi is the weight matrix, andbi is the bias vector for theith hidden layer.

Finally, the outputs (y) of a given neural network with a total of k layers are:

y = f (WkLk� 1 + bk) (3)

wheref is an activation function for the output layer; this is different from the activation function between

the hidden layers.

The goal of training a neural network is to minimize the cost function (C). In this study, the cost
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function is the mean squared error (MSE), which is a common choice for regression problems:

MSE=
1
n

n

å
i= 1

(yi � ŷi)2 (4)

where n is the number of data points,yi is the actual value and ˆyi is the predicted value.

2.3 Ensemble Learning

The central idea of ensemble learning is to combine the outputs of several models, called baseline models,

and results in greater performance in prediction or classi�cation13. There are several ways that one can

combine the outputs of the baseline models:

• Bagging: training baseline models on different subsets of the data and averaging their outputs to

decrease the chance of over-�tting, which often happens when the model cannot generalize to other

data.

• Boosting: training baseline models in sequential order and ensuring each model focuses on learning

for the cases that the previous model misclassi�ed or poorly predicted.

• Stacking: training the baseline models separately on the whole dataset and training a meta-learner

on the output of these models, the meta-learner outputs the �nal set of classi�cations or predictions.

3 Related Works

The idea of applying deep learning techniques for data analysis in HEP has been around for more than

twenty years. In 1990, Humpert explored the applicability of NNs in experimental HEP and discussed that

NNs could be useful for noise �ltering, on- and of�ine analyses, and signal processing18. A few years later,

Chilingarian conducted a comparative study between Bayesian and neural classi�cation for background

rejection19. He concluded that the NN classi�er is consistent with the non-parametric classi�er developed

from the Bayesian approach. He suggested that a trained neurochip could achieve a performance four to

�ve times faster than a conventional software statistical classi�er.

With the fast development of NNs in the twenty-�rst century, there is a surge in the discussion of

applying NNs in HEP. In the work done by Araz and Spannowsky20, they explore the effectiveness of an

ENN model combining a CNN and a RNN for distinguishing top quarks from quantum chromodynamics

(QCD) jets. They found that the accuracy of their ENN model is higher than the CNN or RNN model
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alone, which suggests the feasibility of this type of model. In related work, Khosa et al. trained a CNN

model for distinguishing WIMP events from background events for the XENON1T experiment11. They

achieve a high accuracy of 87.2%, with a recall of 93.4% and a precision of 81.2% with their model.

One can read more about the de�nition of recall and precision in the context of machine learning in the

Appendix. In 2020, Chang et al. found that an FCN trained on the �attened 2D histograms of pairs of

kinematic variables works best for distinguishing differentW0bosons and charged scalar resonances21.

More recently, Chen et al. proposed a quantum convolutional neural network (QCNN) for classifying HEP

events. The QCNN model achieves a better prediction accuracy than the classical CNN model22.

This growing amount of literature inspired us to investigate the application of deep learning techniques

within the SuperCDMS collaboration more. Building up from these �ndings, the motivation of our

study comes primarily from the work done by Pradeep23, where she used principal component analysis

(PCA) to generate NxM optimal �lters for event reconstruction for the SuperCDMS experiment, in

which N represents the number of channel, and M represents the number of templates. Furthermore, she

trained a boosted decision tree (BDT) and a feed-forward neural network (FNN) on the NxM amplitudes

reconstructed using these optimal �lters. She found that both the BDT and the FNN can predict position

and energy accurately, but the FNN presents the issue of over-�tting to the input data. With this in mind,

we are motivated to train and optimize an NN to improve position and energy resolution.

4 Methods

4.1 Simulated Event Samples

The data of this study is simulated by DMC simulation using the GEANT4 package24, a popular tool

in experimental HEP. In the simulation, the detector geometry follows the HV 100 mm detector in the

SuperCDMS experiment at SNOLAB. After simulating events for our desired detectors, DAQsim converts

the phonon/charge signals from DMC to digital signals. These digital signals are raw data, which we

analyzed through CDMSBats, a reconstruction package designed for calculating reduced quantities (RQs).

We used two sets of simulated event samples (which we will refer to as 'dataset' in the rest of this report) to

train the baseline models. We created the �rst dataset using the Full DMC simulation, which has detailed

information on the detector responses for events. This simulation is slow to run, taking around 15 minutes

to simulate one event.
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In the �nal Full DMC dataset, there are 10,000 events. These events are mono-energetic, which all

have an energy of 1.0 keV. We simulated the second dataset through the Fast DMC, which can be viewed

as a parameterized version of Full DMC. Generating one event using Fast DMC only takes around one

millisecond. As a result, we generated 100,000 events with a �at spectrum of energy from 0.05 keV to

2.00 keV. One shortcoming of the Fast DMC data is that it does not have comprehensive information about

the detector response. Speci�cally, it lacks the values for the optimal �lter delays from the global triggers

of each channel, which is one of the key features of the training dataset. This missing information has a

value of 0.0 in the training data to maintain the number of the input features.

The training of our ensemble models uses 24 reduced quantities as input features (the phonon pulse

amplitude and the optimal �lter delays from the global triggers in seconds from 12 channels). The set of

output targets for the training is (x, y, z, E), which are the position values with respect to the center of the

detector and the energy deposition of a given event. We trained and �ne-tuned our model using the Full

DMC data as the Full DMC data provides more comprehensive information. We trained the same model

for comparative purposes and documented its performance on the Fast DMC data. For information on how

the data are normalized, one can refer to the Data Normalization section in the Appendix.

4.2 Ensemble Model Architecture

This subsection discusses the details of the proposed ensemble model by introducing the properties and

outlining the architecture of each baseline model. To ensure the reproducibility of this study, the random

seed is set to 42.

4.2.1 LSTM Architecture

The LSTM network is a special kind of recurrent neural network (RNN), which Hochreiter and Schmidhu-

ber proposed to capture the long-term dependency of data25 that typical RNNs sometimes fail to capture.

The recurrent or hidden layers of RNNs are composed of cells, which connect the past information with

the current input26. This internal loop makes RNN highly suitable for sequential data. Mathematically, a

standard recurrent cell in an RNN looks like this:

ht = s (Wxxt + Whht� 1 + bh) (5)

yt = Whyht + by (6)
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In the �rst equation,ht is the hidden state at time t,Wx is the weight applied to the inputxt , ht� 1 is the

previous hidden state,Wh is the weight applied to the previous hidden state,bh is the bias for the hidden

state, ands is an activation function. In the second equation, theyt is the output at time t,Why is the

weight applied to the hidden stateht , andby is the bias for the output.

A single LSTM cell consists of three gates: forget gate, input gate, and output gate. The forget

gate determines the past information that the network wants to keep, the input gate decides what new

information can be stored in the cell state and the output gate determines what can be output from the

current cell state26.

Figure 2. A plot of the grid score attained by different combinations of LSTM cells (50, 100, 150) and
batch size (32, 64, 128).

In this study, we created the LSTM model using Keras's sequential model, which is inside the Tensor-

Flow library27. It has an input layer with 150 LSTM cells, an input shape of (1, 24), with return sequences

set to true to return the sequences and preserve the temporal structure. The �rst and only hidden layer

consists of 150 LSTM cells with return sequences set to false, meaning that this layer �attens the output

and discards the temporal structure. Both layers are followed by a dropout layer with dropout rates set to

0.5, indicating that 50% of the neurons' outputs are randomly ignored to prevent over�tting. Lastly, the
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output layer contains four outputs: the energy and x, y, and z positions. The optimizer of this model is

Adam28, a well-known optimizer that adjusts the learning rate of the model dynamically. As mentioned

before, the cost function that the model wants to minimize is MSE (Eq. 4). This LSTM model also

monitors the mean absolute error (MAE) during training. The number of LSTM cells in each layer and

batch size for the training is determined through grid search29 with n_jobs = -1, cv = 3. As shown in Fig.

2, we attain the highest grid search score with a batch size being 32 and number of LSTM cells being 150.

During training, 20% of the training data goes into validation (`validation_split= 0.2'), and we set 200

epochs for training. To speed up the training, we implemented early stopping. It monitors the validation

loss and has a patience of 10. If the validation loss has not decreased for ten consecutive epochs, then the

training is stopped. To ensure the model can return to the weights that generate the best performance after

the training stops, we set the restore_best_weights to True.

4.2.2 CNN Architecture

We created the CNN model using the Keras sequential model to process one-dimensional input data.

Its input layer is a 1D convolutional layer with 64 �lters, a kernel size of 3, and an input shape of (24,

1). This layer is followed by batch normalization, effectively speeding up the training30. Then, there

is another 1D convolutional layer with 128 �lters and a kernel size of 3. They were followed by batch

normalization and a 1D max pooling layer with a pool size of 2 for dimension reduction. After that, there

is a dense layer with 256 units. The output from this layer is �attened and fed into a dense layer of 512

units and then a dense layer of 256 units. There is one dropout layer with a dropout rate of 0.5 after each

dense layer. Lastly, the output layer consists of 4 outputs and uses a linear activation function. Except

for the last dense layer, which omits the activation function. Both the 1D convolutional and dense layers

use ReLU as their activation function. In addition, all 1D convolutional layers and the three dense lay-

ers have L2 regularization (`kernel_regularizer') set to 0.001, which can prevent the model from over�tting.

The optimizer for this CNN model is the Nadam optimizer, which combines the strength of Adam

and Nesterov momentum. With this optimizer, the model can converge faster during training than Adam.

As a result, we used Nadam here because the CNN model is more complex than the LSTM model. Like

the LSTM model, it also tracks the MAE during the training. We found the suitable batch size through
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Figure 3. A plot of the grid search score for the CNN model with respect to different batch sizes (16, 32,
64).

grid search (Fig. 3) with n_jobs = -1, cv = 3, and found it to be 64. Note that the early stopping is also

included in the grid search for CNN, as we observe that the grid search for CNN takes a long time due

to its complexity. The training of this CNN model uses the same validation_split and setting for early

stopping from training the LSTM model. The number of epochs for training is set to 100 to reduce the

requirement for computational resources, as this CNN requires a longer time to train.

4.2.3 FCN Architecture

We also created the FCN model using the Keras sequential model for this study. The input layer has 64

neurons with an input shape of (24, ), followed by batch normalization. Then, there are two dense layers

with 256 and 128 neurons, each followed by batch normalization and a dropout layer with a dropout rate of

0.5. The input layer and the dense layers use ReLU activation. The output layer consists of 4 outputs and

uses the linear activation function. This model uses Adam as its optimizer with a learning rate speci�ed

to be 0.001. As in the case for the other two baseline models, it uses the MSE as its cost function and

monitors the MAE as a performance metric during training. We determined the batch size for this FCN

model through grid search like the other two models. The batch size with the highest grid search score

is 32, as shown in Fig. 4. For training the FCN model, we used the same setting for early stopping and

validation_split as before, and we set the number of epochs for the training set to 100.
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Figure 4. A plot of the grid search score for the FCN model with respect to different batch sizes (16, 32,
64).

4.3 Predictions and Post-processing

After training the three models, we use the trained models to generate predictions for both the training

and testing datasets. The predictions from CNN and FCN do not have any post-processing except for

converting the position predictions to detector coordinates, which means the X and Y values range from

-50 mm to 50 mm, and the Z value ranges from -16.5 mm to 16.5 mm. On the other hand, other than

converting the position predictions to detector coordinates for the LSTM model, we also use support vector

regression (SVR) with hyperparameters C = 1e3, and gamma (g) = 0.15 to correct its predictions for Z by

training the SVR on the residual in Z when we are training on the Full DMC data. The purpose of doing

so is to correct the model's bias in predicting Z to be dominantly in the center of the detector. We did

not have any post-processing for the predictions of the baselines model when training on the Fast DMC,

as the predictions in Z largely deviated from the truth information due to the lack of time delay information.

The kernel for SVR is rbf, which stands for radial basis function. This kernel is highly suitable for

cases where the relationship between features and labels is unclear or complex31. Mathematically, such

kernel can be expressed as:

K(x;x0) = e� gkx� x0k2
(7)

whereK(x;x0) is the kernel function between the data points x andx0, g is the parameter that controls the
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spread of the kernel, andkx� x0k is the Euclidean distance between x andx0.

(a) Histogram for prediction vs actual in positions of the LSTM model. No post-processing is done.

(b) Histogram for prediction vs. actual in positions of the LSTM model where SVR is trained on the residuals
in Z and corrected the Z position.

Figure 5. Histogram for prediction vs actual values in positions of the LSTM model.

By training on the residual of the LSTM predictions in Z, we can improve the resolution in Z from

having a standard deviation (STD) of 4.75 mm to 4.27 mm as shown in Fig. 5a and Fig. 5b. Notice that

one artifact from using this post-processing technique is that it slightly deformed the detector's geometry,

as one can see that the corrected prediction in Z now ranges from around -14.5 mm to 14.5 mm. Due to

this effect, we only use SVR to correct prediction in Z for the LSTM model, even though it improves the

resolution in Z prediction.
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To summarize, the predictions on the test dataset for position and energy from the three baseline

models when training on the Full DMC dataset are in Tab. 1. Tab. 2 documents the predictions on the test

dataset when training on the Fast DMC dataset. One can see that the resolutions are poorer compared to

the results from the Full DMC dataset. The training results and predictions made by the three baseline

models when training on the Full DMC data can be viewed in the Appendix.

Model STD in X [mm] STD in Y [mm] STD in Z [mm] STD in E [keV]
LSTM 0.90 1.02 4.27 1.07� 10� 6

CNN 2.93 2.30 5.66 1.15� 10� 3

FCN 1.57 2.21 3.87 1.20� 10� 3

Table 1. Summary of the baseline models performance when training on the Full DMC dataset. The
uncertainty here is the STD/sqrt(N), where N is the number of samples (N = 2,000 in this case).

Model STD in X [mm] STD in Y [mm] STD in Z [mm] STD in E [keV]
LSTM 9.25 9.64 9.23 2.13� 10� 1

CNN 8.58 9.75 9.30 2.33� 10� 1

FCN 9.89 10.36 9.26 2.17� 10� 1

Table 2. Summary of the baseline models performance when training on the Fast DMC dataset. We have
the same de�nition for uncertainty here, but the number of samples is now 20,000.

4.4 Ensemble Method

The predictions from training samples and validation samples of the three baseline models are combined

through stacking, which uses a secondary model (often called the meta-learner) to combine the predictions.

Speci�cally, the predictions are stacked horizontally using the hstack function in the Numpy library32. The

meta-learner for the ensemble model is linear regression, which we set up using the LinearRegression()

function from the Sklearn library. This meta-learner is trained on the stacked train predictions, and the

truth values are the original truth values for our training set. Once the meta-learner is trained, we generate

the �nal predictions for position and energy from the stacked test predictions. Fig. 6 visually represents

our ensemble model.

5 Results

5.1 Training on Full DMC Data

Fig. 7 shows the actual vs predicted values of the ENN for the three coordinates. We can see that the

predictions for X and Y have higher accuracy compared to the predictions for Z. This is easier to see in
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Figure 6. Schematic representation of our proposed ensemble model.

Fig. 8, where the histograms for the actual and predicted values for X and Y have similar shapes, and the

residuals for these predictions has an STD of 0.65 mm and 0.71 mm, respectively. On the other hand, we

can see that the histogram for predicted Z positions has spikes around -10 mm and 10 mm, which suggests

the model might be biased towards predicting Z at these values. Additionally, the histogram has a small

tail extending to -30 mm outside the detector, which likely comes from the predictions made by the FCN

model (Fig. 24 in Appendix). These two properties in the predictions are highly likely contributed to the

STD of the residual in Z being 3.68 mm, around �ve times the residual in X and Y.

Figure 7. Top: actual vs predicted values for the ensemble model's X, Y, and Z position when training on
the Full DMC data. The actual values are along the x-axis, and the prediction values are along the y-axis.
Bottom: the residual for each position, calculated by predicted - actual values.

As shown in Fig. 9, the model can predict the energy to be 1 keV, so the histogram for the residual is

one bin centered at 0.0 keV.
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Figure 8. Top: histogram of the actual (in orange) and predicted (in blue) values for the three positions
when training on the Full DMC data. The histograms for actual and predicted values are not normalized to
have equal areas, so they should be viewed with caution here. Bottom: histogram of the residuals for three
positions with mean and standard deviation.

Figure 9. Histogram for the predicted - actual values for energy. Due to the ENN model constantly
predicting 1 keV for the energy, the difference is zero.
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5.2 Training on Fast DMC Data

When training on the Fast DMC data, there is no time delay information. As a result, we can see from Fig.

10 that the model cannot predict Z when training only on the phonon amplitude from each channel. This

becomes more obvious when looking at the histogram of the predicted Z values in Fig. 11, where most

of the predictions are close to zero, indicating that the model has a strong bias towards predicting at the

center of the detector. The model also fails to predict Z when training on only the phonon amplitude in the

Full DMC data. Therefore, having the time delay information is crucial for improving the resolution in Z.

Figure 10. Top: actual vs. predicted values for the ensemble model's X, Y, and Z position when training
on the Fast DMC data. These histograms are not normalized to equal areas. Bottom: the residual for each
position.

In addition, the model's prediction in X and Y has a “staircase” effect, where many of the X and Y

are predicted near 0 mm. Some thoughts are going into why this could happen, which we will discuss in

more detail in the Discussion section. As shown in Fig. 11, we can see peaks in the histogram for both the

predicted values of X and Y. In particular, the histogram of the predicted values in X peaks at around -30

mm and 30 mm and Y at -20 mm and 20 mm. Notice that besides the peak at 0 mm, the peaks in X and Y

are not aligned.

To visualize the prediction in positions further, we plot the predicted positions with respect to each
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Figure 11. Top: histogram of the actual and predicted values for the three positions when training on the
Fast DMC data. Bottom: histogram of the residuals for three positions with mean and standard deviation.

other in Fig. 12. In particular, we can see lines of brighter color in the 2D histogram for predicted X vs

predicted Y. To understand the relationship between these lines and the detector's geometry, we compare it

to the hits position of the Fast DMC data. As shown in Fig. 13a and Fig. 13b, the hits position of the same

channel from the bottom is shifted 60 degrees with respect to the top. When we overlay the positions of

the hits from the top and the bottom, there is a region with high density in the middle (Fig. 13c). When we

do so for every channel, the areas with high hit density align with the bright lines in the 2D histogram of

the predicted X vs Y positions.

Figure 12. 2D histograms of the predicted positions. The brighter regions represent higher counts of
predictions.

The model performs better when predicting energy. We can see from Fig. 14 that the STD of the

residual in energy is 0.211 keV. It is noticeable that the predictions for energy tend to be higher than the

truth values, where the mean of the standard deviation is8:58� 10� 4 keV, slightly larger than zero. We
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(a) Hits position of data from the
PCS channel on side 1.

(b) Hits position of data from the
PCS channel on side 2.

(c) Overlay of hits positions from
sides 1 and 2 of the PCS channel.

Figure 13. Hits positions from the PCS channel in the Fast DMC data. Plots by courtesy of Warren Perry.

can also see from the middle �gure in Fig. 14 that the model predicts less energy for the minimum and

maximum energy in the Fast DMC data.

Figure 14. Left: actual vs predicted values for energy. Middle: histogram for the predicted (in orange)
and actual (in blue) values for energy. Right: the residual histogram for energy.

6 Discussion and Conclusion

These results show that with phonon amplitude and time delay information from each channel using the

10,000 Full DMC events, we can train an ENN to improve the position and energy resolution for the

SuperCDMS experiment. Our study continued and extended Pradeep's work on training a BDT from

NxM templates for improving position and energy resolution23. We found that the ensemble model can

obtain high accuracy in predicting X, Y, and E with the small Full DMC dataset. In addition, we found

that the time delay information is important for making ENN understand the relationship between the Z

position and the phonon amplitude from each channel. Given the relatively strong results obtained from

training with the Full DMC data, this suggests that the Fast DMC could include the time delay information

in future updates, which will offer the opportunity to create large training datasets in a relatively short

time for future studies.
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As studies in applying deep learning techniques to analyze experimental HEP data have grown in the

past few decades, there is a growing need to develop robust deep learning models for the SuperCDMS

experiment. The results from our proposed ensemble model suggest that neural networks effectively

improve energy and position resolution. By inspecting the predictions from our ensemble model, we can

also see the connection between the model's predictions and the features of the two different simulations.

The amount of computational resources for training our model is relatively low compared to larger deep

learning models due to its ensemble nature, making our model more feasible and accessible for other

researchers.

Despite the model has demonstrated its effectiveness in improving position and energy resolution when

training on the Full DMC data, there are several limitations in this study that we would like to address

in future work. To begin with, the Full DMC dataset is mono-energetic, making predicting the energy

an easy task, as the model only needs to recognize and predict the same value for every input. This also

makes the model have a high probability of over�tting the data. As a result, the energy resolution from the

Fast DMC should be more representative of the model's performance if we had a Full DMC dataset with a

�at spectrum of energy. This leads to the second limitation of this study, that is, the architecture of the

ensemble model trained on the two datasets is the same. Therefore, the model could perform better on the

Fast DMC data if the model were further optimized for learning the 100,000 Fast DMC events. In addition,

the ensemble model uses the simple hold-out method for its evaluation, which means that we used the

80/20 split to get the train and test set. Although this approach is faster for training, it is not as robust

as cross-validation, which minimizes the chance that the model will over�t the data. Considering these

limitations, we aim to generate more events with a �at energy spectrum using Full DMC in future work.

In addition, we strive to investigate more closely what affects the relatively low resolution for predictions

in the Z position and develop a more robust NN that targets to improve the resolution in Z.
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8 Appendix

8.1 Github Link to the Code for ENN

Link to the GitHub Repository

8.2 Data Normalization

The input data to the NNs is normalized. Speci�cally, the following normalization is performed for the

truth values of the positions:

Xnorm = (( X + 0:05) � 20)=2 (8)

Ynorm = (( Y + 0:05) � 20)=2 (9)

Znorm = (( Z+ 0:033=2) � 1000=(33=2))=2 (10)

whereXnorm;Ynorm;Znorm are the normalized values for X, Y, and Z positions respectively. This procedure

normalized the values to range from 0 to 1.

The phonon amplitudes of each channel are normalized by dividing the maximum of the absolute

value of the phonon amplitude in each channel.

8.3 iZIP Data

8.3.1 Phonon Collection Ef�ciency

The early part of the study was focused on generating Full DMC data for the iZIP detector. As a result,

we generated 1,000 samples as a test for the simulation. In particular, we look at how the samples are

distributed regarding phonon collection ef�ciency, where I de�ne higher than 80% to be high collection

ef�ciency and low ef�ciency otherwise. As shown in Fig. 15a, most of the data with low phonon collection

ef�ciency are near the boundary of the detector. Fig. 15b is the radius vs Z plot, with the same coloring

used to differentiate events with high and low phonon collection ef�ciency. We can observe that most

of the events with low collection ef�ciency occur at the edge of the detector, as we can see in Fig. 15a.

Looking closely at the bottom of Fig. 15b, we can also see the dependence of collection ef�ciency on how

deep the simulated events are in the detector, as there are events with low collection ef�ciency near the

bottom of the detector.
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(a) Collection ef�ciency in terms of the X and Y position for the 1,000 simulated iZIP events.

(b) Collection ef�ciency in terms of the radius and Z position for the 1,000 simulated iZIP
events.

Figure 15. Collection ef�ciency plots for the 1,000 simulated iZIP events. Events with high collection
ef�ciency are in blue, and events with low collection ef�ciency are in orange.
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8.3.2 PCA for Creating NxM Optimal Filters

As previously mentioned, Pradeep used PCA to create NxM optimal �lters. With slight modi�cations to

her code, we created the NxM optimal �lters for the Full DMC iZIP dataset. Unfortunately, this work is

paused as issues arise when using the PCA templates in CDMSBats. However, we would like to include

this subsection for documentation purposes. As shown in Fig. 16, we can see each channel's �rst ten

pulses in the Full DMC iZIP dataset.

Figure 16. Pulses from each channel in the Full DMC iZIP dataset, only the �rst ten were displayed. The
y-axis is in units of A (amperes) for amplitude, and the x-axis is in units of time bins.

Due to the length of this report, we only include the components for one channel (Fig. 17). We can

see that the �rst three components have distinct shapes. From Fig. 18, there is only a minimal drop in

the percentage error per component after the �rst four components. As a result, the �rst four components

were added to the dataset.
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